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Abstract

Given a description of a game and a strategy profile, we are interested in the
problem of deciding if the strategy profile is an equilibrium of the game. In the
present paper we restrict our attention to games of complete but imperfect infor-
mation. The game is represented by a sequence of Presburger formulas and the
equilibrium property is checked by computing conservative approximate least fix-
points using abstract interpretation. This work has applications in open multi-agent
systems, where agents will need to be able to verify that a recommended strategy
profile is an equilibrium of a game.

1 Introduction

It is when we try to apply game theory in concrete computational settings that we of-
ten become aware of the difficulties involved in achieving the standard assumptions on
which much of the theory is based. The concept of equilibrium is a good example; the
Nash equilibrium rests on assumptions of perfect rationality and common knowledge.
Suppose that we present a group of agents with the rules of a game, which has a unique
Nash equilibrium. If we expect these agents to play the equilibrium, what assumptions
are we making? We must assume that the agents are rational, and that they are capable
of analysing the presented game and determining the equilibrium strategies. This can
be difficult [GGS05, vS02] and has lead some researchers to consider designing auc-
tions where bounded rationality is a consideration [Par04b]. An alternative is to present
the agents with the equilibrium strategy profile, as well as the rules of the game. Check-
ing a given equilibrium is much easier than finding it. The common knowledge which
must be achieved is that each agent must know that it is not in his interest to deviate,
given that the other agents follow the strategy, and he must know that the other agents
know that they have no incentive to deviate, and he must know that they know that he
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knows . . . etc. Thus each agent must check each choice point in the game, not just his
own.

The motivation behind this work comes from the desire to apply game theory in
openmulti-agent systems. Byopenwe mean that foreign agents are free to enter and
leave the system at will; such agents will need to be able to work with previously
unseen game theory mechanisms, and hence they will need some way to attain common
knowledge of the equilibria. This is the scenario in which we met the problem of how
to achieve this state of common knowledge. This is a problem which will arise in many
scenarios, for example where agents have autonomy to agree new rules for the game
they are playing, or to propose to begin a new mechanism. The area of automated
mechanism design is receiving increasing attention [DJP03], and it is envisaged that an
agent might make a tailor made mechanism to suit the unique scenario in a particular
interaction [CS04]. Clearly all the agents in the group will need to attain common
knowledge about the equilibrium of the mechanism.

To achieving common knowledge of the game and equilibrium we will represent
both the game and recommended strategy profile in a machine-readable formalism,
and we will provide agents with a method for deciding if the recommended strategy
profile is indeed an equilibrium of the game. In this paper, we restrict our attention to
verifying subgame perfect Nash equilibrium for games with complete and perfect infor-
mation. Related work includes that of Pauly [Pau05] and Guerin [Gue06]. In [Pau05],
a WHILE-language is extended to represent game theory mechanisms with complete
information for multiple agents and a Hoare-like calculus with pre- and post-conditions
is used to verify simple mechanisms such as the Solomon’s dilemma or the Dutch auc-
tion. In [Gue06], the SPL(Simple Programming Language) [MP95] is extended into
SMPL (Simple Mechanism Programming Language) in order to represent games in
open multi-agent systems where agents have implicit preferences. The equilibrium is
checked using an exhaustive algorithm that builds the entire game tree and proceeds
backwards to check equilibrium properties at each tree node. This algorithm has the
advantage of being robust but has an exponential complexity that ismn wherem is
the branching factor andn the number of choice points in the game. In particular, the
required memory storage is huge, and we may be dealing with a setting where agents
have limited computer resources. In the worst case this algorithm requires checking
each possible alternative strategy for each agent where the space of possible strategies
includes every possible mapping from history to action. However, in many practical
cases, e.g., the Dutch auction, large portions of this strategy space can be lumped to-
gether and dealt with abstractly.

The present work follows that of [Gue06] with the following main difference: The
game representation as an extended SMPL program is translated into a transition sys-
tem wherein each transition is a Presburger formula. The game mechanism, prefer-
ences and utilities are simply viewed as a sequence of Presburger formulas. The main
contribution of this paper is the idea of viewing the game as a sequence of Presburger
formulas and then using symbolic analysis based on model checking and abstract in-
terpretation to verify subgame perfect Nash equilibria. The advantage this gives over
the approach of [Gue06] is that it makes it possible to verify an equilibrium without
necessarily needing to construct the entire game tree.

The verification is carried out using a symbolic forward analysis that evaluates
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Presburger formulas using a satisfiability solver, e.g., the Omega library [Pug91]. The
memory requirement of this algorithm is proportional to that required by the original
program. However, deciding whether a Presburger formula is true or false has a triply
exponential complexity in the size of the formula [Opp78]. The good news is that the
Omega library implements efficient methods that have exhibited low-order polynomial
time complexity in practice [Pug91].

The remainder of this paper is organised as follows. Section2 reviews game theory
mechanisms. Section3 describes the process of representing a game as a sequence
of Presburger formulas. Section 4 informally describes our approach to checking a
subgame perfect Nash equilibria, with a simple example. Section 5 gives the checking
algorithm, along with an example which we walk through to illustrate the approach.
Eventually, Section6 states some remarks and provides directions for future work.

2 Preliminaries: Game Theory Mechanism

A game theory mechanism [FT91, Gib92, Bin92, Par04a] aims at implementing a de-
sired outcome in multi-agent systems, where agents are self-interested and have pref-
erences, by providing them with incentive compatible strategies for playing the game.
Let G denote the game,N the set ofn agents,A the set of alternative actions (moves)
andO the set of outcomes of the game. Each agenti has a preferenceθi, which is a
partial ordering over the set of outcomes. We assume preferences are common knowl-
edge to the agents, therefore the game is of complete information. We also assume that
the player knows the entire history of the game when making a move. Hence we are
dealing with games of perfect information.

A strategyσi for an agenti is a detailed plan of possible actions for all configura-
tions of the game. It can be viewed as a function that maps the game history to an action
ai ∈ A. A strategy profileσ=(σ1, . . . , σn) is a tuple ofn mappingsσi, i=1, . . . , n for
then agents of the game. We writeσ−i, the tuple of then−1 players’ strategies ex-
cept playeri’s and(σi, σ−i), then components tuple(σ1, . . . , σn). The most studied
stable strategy or equilibrium in this setting is theSubgame Perfect Nash Equilibrium
(SPNE) [FT91, Gib92, Bin92]. In order to define a SPNE it is first necessary to define
a Nash Equilibrium (NE). A strategy profileσ∗ = (σ∗1 , . . . , σ∗n) is a NE if for all agent
i, for all typeθi, and for all strategiesσi, we have:

ui

(
θ, o(σ∗i , σ∗−i)

)
≥ ui

(
θ, o(σi, σ

∗
−i)

)
(2.1)

Strategy profileσ∗ is a SPNE if the restriction ofσ∗ to K is a NE ofK for every proper
subgameK of the gameG. This means for each agenti, the strategyσ∗i is optimal if
all other agents behave rationally.

3 Game Representation and Presburger Formula

Following [Gue06], the game will be represented algorithmically by a computer pro-
gram in a high level language. The chosen programming language is the SMPL.

3



3.1 From Game to Program

As defined in [Gue06], a finite extensive form gameG is a tuple〈N,A, T, INF,m, u〉:
(i) A nonempty finite setN of n agents. (ii) A nonempty finite setA of agent actions
or choices. (iii) A game treeT that captures all possible moves for each player at each
stage of the game. (iv) An information set function INF mapping each nonterminal
node to the set of nodes in the same information set as it. It is required that each node
in an information set has the same set of choices. (v) A mover functionm mapping
each game node to the agent who has the move at that node (obviouslym must map all
nodes in the same information set to the same agent). (vi) A utility functionu mapping
each terminal node to a tuple〈u1, u2, . . . , un〉 giving the utility for each agent.

From this definition, we see the possibility of representing a game algorithmically.
Thus, a game can be viewed as a computer program in a high level language. In this
setting, a game tree represents the symbolic execution of the computer program. We
choose the SMPL language for its simplicity both syntactically and semantically as well
as its use in reactive systems. As we are dealing with games of complete information
and explicit preferences, the SMPL adds achooseconstruct for a player to select a move
among a set of alternatives. SMPL was originally designed with imperfect information
games in mind, so it allows us to state explicitly what messages are passed between
what agents, and so to keep track of their information sets. However, this facility is not
fully exploited in this paper.

3.2 SMPL Syntax

A program consists of a number ofmodulesrepresenting each of the agent processes.
It is required that the module of exactly one agent will begin with achoosestate-

ment. The final statement in any terminating run of an SMPL program must assign
a value to the special variableU which is a tuple giving the utility for all agents. A
channel is a variable whose value is a list of integers. We identify channel variables
as follows:αi will be an input channel for agenti and any other agent can write to it;
i.e. only agenti can read from this channel. There are no other channels. With the
exception of channel variables and the utility variable, statements in each module refer
only to variables which are local to that module.

Basic Statement Description

u := e assignment: assign valuee to variableu
chooseu c1..c2 choosea value in the interval for variableu
await c wait for Boolean expressionc
α ⇐ e sendexpressione on channelα
α ⇒ u receiveon channelα and store in variableu
if c then S1 conditionalstatement
elseS2

if c then S1 one branch conditionalstatement
S1; . . . ;Sk concatenation: sequential execution
while c do S repetitionof s
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3.3 SMPL Program Semantics

The semantics are defined via a transition system. The transition system has variables
corresponding to the program’s variables, and it has transitions which describe how
those variables change as program statements are executed. The program will identify
a transition system, and the transition system will define the possible sequences of
states it could produce. Thus the semantics of a program is given in terms of possible
sequences of states (of variables) it could produce.

A program identifies a unique transition system〈V,Θ, T 〉. The variables come
from a universal set of typed variablesV, called the vocabulary. From this we can
construct expressions (such asx + 3y + 4), atomic formulae (such as(x + 3y) > 7)
andAssertions(such asx > y ∧ y < 4). A states is an interpretation ofV, assigning
each variableu ∈ V a values[u] over its domain.V ⊆ V is the set of system variables:
one of these is the control variableπ which represents the location of the next statement
to be executed, the remainder represent program variables.π is an(n+1)-tuple, where
n is the number of agents in the program (+1 for the principal);π has one part of its
tuple to point to the location within each agent’s module. The initial conditionΘ is
an empty value for all channels (α = λ) and the control variable equal to the set of
entry locations for each agent. If a states of the system satisfies the assertionΘ, then
it is a state from which the system can start running.T is a set of transitions including
one transition corresponding to each statement in the program, as follows. Note that
primed values refer to the value in the successor state, and the• symbol is used to add
an element to one end of a list; for exampleα′ = α • e means that the value ofα in
the successor state will be equal to what it was previously, but withe appended to the
end. This assumes that` is the statement’s label and̂` its post-label. The abbreviation

SMPL Statement Transition Relation

u := e m(`, ˆ̀) ∧ u′ = e ∧ p(Y − {u})

chooseu c1..c2 m(`, ˆ̀) ∧ p(Y − {u}) ∧
c2∨

c=c1

u′ = c

await c m(`, ˆ̀) ∧ c ∧ p(Y )
α ⇐ e m(`, ˆ̀) ∧ α′ = α • e ∧ p(Y − {α})
α ⇒ u m(`, ˆ̀) ∧ |α| > 0∧

α = u′ • α′ ∧ p(Y − {u, α})
if c then `1: S1 [m(`, `1) ∧ c ∧ p(Y )] ∨

[m(`, ˆ̀) ∧ ¬c ∧ p(Y )]
if c then `1: S1 [m(`, `1) ∧ c ∧ p(Y )] ∨

else`2: S2 [m(`, `2) ∧ ¬c ∧ p(Y )]
while c do [`1: S ` :] [m(`, `1) ∧ c ∧ p(Y )] ∨

[m(`, ˆ̀) ∧ ¬c ∧ p(Y )]

Figure 1: SMPL Semantics.

m(` , ˆ̀) means a move of control from location` to locationˆ̀; i.e. the part ofπ which
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now points tò will subsequently point tồ , and all other parts ofπ remain the same.
The abbreviationp(U) means that all variables in the setU are not changed by this
transition.Y is the set of non control variables, soV = {π}∪Y . Each transition maps
each state onto a set of possible successor states. If a transitionτ maps a states to a
non-empty set of possible successor states thenτ is enabled ons, if it mapss to the
null set then the transition is disabled on states. The transitions in the system tell us
how one state can move to the next. A transition istakenat states if the next state is
related tos by the transition.

A sequence of states (possibly infinite)s0, s1, s2, s3, . . . is called acomputation
of the programP (which identifies our transition system) ifs0 satisfies the initial con-
dition Θ and if each statesj+1 is accessible from the previous statesj via one of the
transitionsT in the system. If it is a finite computation then there will be a final state
sn which has no successor state. A computation is a sequence of states that could
be produced by an execution of the program. Given a fixed decision for each agent’s
choice points, an SMPL program should produce a single computation; otherwise it is
not a valid SMPL program. This means that at any state, all the agents, except one,
should be at anawait statement, or should have terminated. This restriction ensures
that we have a unique history of the system corresponding to a single state of the game.
Furthermore, a valid SMPL program must have no infinite computations; this ensures
that all games represented by SMPL programs are finite. The program should also have
a unique start state.

3.4 From Program to Presburger Formula

The semantic of the SMPL language is defined in terms of transition system. As shown
in Figure1, each transition of the system is a first order logic formula. In fact, it is a
Presburger formula. A Presburger formula consists of affine constraints over integer
variables and constants, the logical connectives¬,∨ and∧ and the quantifiers∀ and
∃. As an example, the formula∃p, n=2p+1 is true for all odd integern. Presburger
formula are generated using the following grammar

f ::= Expr Op Expr| ¬f | ∃Varf | ∀Varf | f ∧ f | f ∨ f
Expr ::= Const| Var | (Expr) | Expr+ Expr
Op ::= = | < | > | ≤ | ≥

To summarise, the game is represented by an SMPL program, which is described as a
transition system over a set of states. If the game is finite, then the transition system
is finite. Moreover, each transition represents a Presburger formula. Consequently,
a finite game with complete information can be viewed as a sequence of elementary
Presburger formulas allowing us to encode and manipulate the program states. For-
mally, a finite game with complete information can be defined as a transition system
S=〈N,A, Q, I, F, PF, u, sat〉 in which: (i) N is a finite set of agents. (ii)A is a finite
set of actions or choices. (iii)Q is a finite set of states. (iv)I is the non empty set of
initial states. (v)F is the non empty set of final states. (vi) PF is a set of Presburger
formulas describing transition functions, one for each playeri ∈ N , which maps each
state of the system to the set of actionsA. (vii) u : F → Zn is a utility function
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that assigns utilities to then players for all possible final states of the game. (viii)
sat: Q×PF→ {True, False} is the satisfiability function of Presburger formulas over
the set of states.

The good news is that Presburger arithmetic is decidable even though its decision
procedure has a worst case time complexity that is triply exponential in the size of the
formula [Opp78]. This indicates a prohibitive complexity and we may believe only
very simple Presburger formula can be verified. However, the Omega library [Pug91],
developed for dependence analysis in compiler optimisations, uses integer linear pro-
gramming techniques to implement efficient methods, which performed with low-order
polynomial time complexity in practice [Pug91]. See also
http://www.cs.umd.edu/projects/omega/

4 Checking a Subgame Perfect Nash Equilibrium

Backwards induction is a straightforward method of checking a Subgame Perfect Nash
Equilibrium (SPNE). However, backwards induction requires us to first build the game
tree so that we know what the terminal nodes are, and work backwards from them.
In many games it is not feasible to build and maintain a representation of the entire
tree. We would like to be able to check a SPNE by stepping through the game from
the initial node, without needing to maintain a representation of the entire tree. Our
approach can be illustrated by the simple example depicted in Figure2.
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Figure 2: Example game: Dark lines show SPNE.

Nodes have been labelleda . . . g. The relevant utilities have been labelledx1 . . . x6.
If we were doing backwards induction on this game, we would start by knowing the
numerical values of these utilities, and then we would check thatx3 ≥ x4 at nodeb.
When this is verified, the utility of noded would be propagated up to nodeb. Similarly,
once it is verified thatx5 ≥ x6, the utility of f will be propagated up to nodec, and
then we can checkx1 ≥ x2 to verify that the choice made at nodea is rational.

If we want to work in the forward direction, we start at the root node and step
through each branch. At the root we know that we need to check that the utility player
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1 obtains for playing left is greater or equal to the utility he obtains for playing right,
but having not yet built the game tree, we do not have values for these utilities. Our
approach is to simply create a constraint at each choice point, and to carry these con-
straints forward until reaching the terminal nodes, where they can be checked. For
example, at the root node we create variables for the values we do not know:x1 will
be the utility obtained by playing left and following the recommended strategies there-
after;x2 will be the utility obtained by playing right and following the recommended
strategies thereafter. The constraint to be carried forward isx1 ≥ x2. We can find the
value forx2 by following the right hand branch, verifying thatx5 ≥ x6 at the end of it,
and returning thex2 value. We then continue stepping through the equilibrium branch
of the tree in this way. At nodeb we pick up the value forx4 from the right branch. By
the time we reach terminal node on the equilibrium branch, we will have the constraint
x1 ≥ x2 ∧ x3 ≥ x4. The terminal nodes allow us to assign values to the unknown
utilities x1, x3 and hence to check the SPNE. The main advantage of this is that we do
not need to maintain the tree, we can forget about the parts we have stepped through,
so long as we remember the values of the relevantxi variables, and the constraints to
be checked. This is essentially our approach in this paper. One added complication
is that we sometimes treat a set of branches as a single branch; for example, we may
lump together all branches where0 ≤ x1 ≤ 49.

5 Checking Algorithm

When we step through the states of the program, we represent these states symbolically
with a Presburger formula, which describes a constraint; this formula represents all
states satisfying this constraint. Given such a set of states,F , we can calculate all the
possible successor states as follows:

succ(F ) := {s′ : s ∈ F ∧ (s, s′) ∈ T }
(Recall thatT is the transition relation.) We can manipulate these symbolic repre-

sentations of states using intersection and union, as shown in the algorithm.
Figure3 gives the algorithm for expanding a branch of the game tree and checking

if the recommended strategies are an equilibrium there. The algorithm can also return
the value of a variable which is to be propagated up from a subgame. We assume the
algorithm is called in an environment with a global variablei set to 1 initially, and not
reset when recursive calls are made. We use this to create identifiers for new variables
x1, x2, . . . as needed; these are the variables that represent utilities we need to find and
subsequently compare. The algorithm steps through the states of the program one by
one. Whenever a choice point is encountered, the strategies must be consulted; we will
expand a new branch for the deviant choices, and continue executing the compliant
(with the published strategy profile) choice in the current branch. We also assume the
strategies are available, without needing to pass them in as a parameter. For each player
p, Sp is playerp’s strategy, which is the set of states (represented symbolically) where
the history and the action taken match according to the strategy recommendation. This
approach is made clear in the simple example below. When we call the algorithm re-
cursively to expand a deviant branch, we ask it to return the utility for the choosing

8



# algorithm: evaluateBranch: returns constraints on utilities of terminal nodes
# inputs: p: player for which utility is sought,x: constraint variable to use,F : set of states
# outputs: C: constraint on utility value returned,b: boolean for equilibrium check on branch
variableAssignment := empty list # this is a list of assignments such asx3 = 50, 0 ≤ x6 ≤ 49
xConstraints := empty # this is a list of assignments such asU1 ≥ x2, U2 ≥ x6

while succ(F ) 6= ∅ do
if The enabled transition relation corresponds to achoosestatementthen

let q be the player choosing
j := i; i + + # get next variable
(C, b) := evaluateBranch(q, xj , F ∪ S′

q)
if b = false then return(C, b) # terminate
xConstraints := xConstraints ∧ Uq ≥ xj

F := F ∩ Sq

variableAssignment := append(variableAssignment , C)
elseF := succ(F )

od
C :=the final constraint onUp

if xConstraints is true given the assignment ofvariableAssignment
then b := true
elseb := false

return(C, b)

Figure 3: Algorithm: evaluateBranch
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player; i.e. the utility he would get if that deviant branch were to be followed. The util-
ity returned may be expressed as a variable assignment of the form0 ≤ x1 ≤ 49. We
call the algorithm on the root node as follows:evaluateBranch(−,−, initialState),
the first two parameters do not matter, as we do not care about what constraint it re-
turns, we only care about the boolean value returned, as it tells us if the strategies are
an equilibrium.

5.1 Simple Example: Cake Cutting Protocol

Our cake cutting scenario has two players, and a long rectangular cake. Player 1 can
cut the cake at any position along its length from 0 to 100. Player 2 then picks one part,
leaving the remainder for Player 2. The equilibrium strategy profile is for Player 1 to
cut the cake in half (at 50) and for Player 2 to pick the largest part (if they are equal
he simply picks the first part). We represent the game mechanism by a single program.
Figure4 shows the cake cutting mechanism in our SMPL language.

Figure 4: Simple Cake Cutting Mechanism represented as an SMPL program

P1 ::
[

`0: choosec 0..100;
`1: α2 ⇐ c; `2

]
∥∥∥
P2 ::


m0 : await |α2| > 0;
m1 : α2 ⇒ c1;
m2 : c2 := 100− c1;
m3 : chooses 1..2;
m4 : if s = 1 then m5 : 〈U1, U2〉 := 〈c1, c2〉

elsem6 : 〈U1, U2〉 := 〈c2, c1〉;m7


Note that|α2| means the number of messages waiting on channelα2. This SMPL

program can be translated into Presburger formulas as follows. Firstly there is the
initial assertion:

α2 := [ ] ∧ π := 〈`0,m0〉
Each statement of the program has a transition relation that can be written as a

Presburger formula. These formulas describe the variables that change or stay the
same, for example, the firstP2 transition is:

π2 = m0 ∧ π′2 = m1

∧|α2| > 0
∧c′ = c ∧ c′1 = c1 ∧ c′2 = c2 ∧ s′ = s ∧ α′

2 = α2 ∧ U ′ = U

We will give the full program now in abbreviated form, wherem is an abbreviation for
the movement of control from one program location to another, andp(V ) means the
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set of variablesV is not altered:

m(`0, `1) ∧ c′ ≥ 0 ∧ c′ ≤ 100 ∧ p(Y − {c})
m(`1, `2) ∧ α′

2 = α2 • c ∧ p(Y − {α2})
m(m0,m1) ∧ |α2| > 0 ∧ p(Y )
m(m1,m2) ∧ |α2| > 0 ∧ α2 = c′1 • α′

2 ∧ p(Y − {c1, α2})
m(m2,m3) ∧ c′2 = 100− c1 ∧ p(Y − {c2})
m(m3,m4) ∧ s′ ≥ 1 ∧ s′ ≤ 2 ∧ p(Y − {s})
[m(m4,m5) ∧ s = 1 ∧ p(Y )] ∨ [m(m4,m6) ∧ s 6= 1 ∧ p(Y )]
m(m5,m7) ∧ 〈U1, U2〉′ = 〈c1, c2〉 ∧ p(Y − {〈U1, U2〉})
m(m6,m7) ∧ 〈U1, U2〉′ = 〈c2, c1〉 ∧ p(Y − {〈U1, U2〉})

Wheres 6= 1 is an abbreviation for¬(s = 1). In addition to the variables ex-
plicitly mentioned in the program, we need history variables to keep a record of all
communication sent or received by each agent. The initial assertion becomes:

αh1 := [ ] ∧ αh2 := [ ] ∧ α2 := [ ] ∧ π := 〈`0,m0〉
Only one of the program transitions involves a message being sent, we now give it

in abbreviated form:

m(`1, `2) ∧ α′
2 = α2 • c ∧ α′

h1 = αh1 • c ∧ α′
h2 = αh2 • c∧

p(Y − {α2, αh1, αh2})

Now we consider the equilibrium strategies. Recall that each player’s strategy de-
scribes what action he should take in any given history:

S1 :: [action := 50]

S2 ::
[

if history[1] > 50 then action := 2
elseaction := 1

]
The history for each playerp refers to the value of his special history channelαhp.

These can be turned into symbolic representations of sets of states by stepping forward,
resulting in these sets:

S1 : {action := 50}
S2 : {history[1] > 50 ∧ action= 2}

∪{history[1] ≤ 50 ∧ action= 1}

The strategies in this game are particularly simple; player 1’s is so simple that he does
not even consider the history, as there is only one game node in which he is asked to
act. In more complex cases there may be long sequences of actions. In general the
symbolic representation of a strategy will consist of several disjoint sets, each of which
specifies the action to be taken in a set of states with some condition on their history.
Now we step forward through the cake cutting mechanism to check if these strategies
are an equilibrium. Each time we meet a choice point, we branch in two: one branch
for the choice recommended by the strategy, and one branch for all deviant choices.
We create new variablesx1, x2 . . . at each choice point, to record the utility which the
acting agent can gain from each branch. This gives the following tree, where branch 1
follows the recommended strategies:
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initial state

choosec

branch 1

comply
(c = 50)

branch 1

deviate
(c 6= 50)

branch 2

chooses chooses

comply

branch 1

deviate

branch 3

comply

branch 2

deviate

branch 4

We will now give the sequences of states in each branch. To keep things uncluttered
we will only specify the values of variables that have changed. While expanding the
branches we add constraints to an assertionxConstraints which is the equilibrium
property; i.e. ifxConstraints can be satisfied, given the assignment of variables at the
end of each branch, then the recommended strategy is an equilibrium.

branch 1:

initial:π = 〈`0,m0〉 ∧ αh1 := [ ] ∧ αh2 := [ ] ∧ α2 := [ ]
call expandBranch : split to branch 2

let x1 be the utility we get back for player 1
we get back:0 ≤ x1 ≤ 49
add toxConstraints; xConstraints = U1 ≥ x1

π = 〈`1,m0〉 ∧ c = 50
π = 〈`2,m0〉|α2| = 1 ∧ α2[1] = 50

Note thatα2[1] means the first message waiting on channelα2.
π = 〈`2,m1〉
π = 〈`2,m2〉 ∧ c1 = 50 ∧ |α2| = 0
π = 〈`2,m3〉 ∧ c2 = 50
call expandBranch : split to branch 3

let x3 be the utility we get back for player 2
we get back:x3 = 50
add toxConstraints;

xConstraints = U1 ≥ x1 ∧ U2 ≥ x3

π = 〈`2,m4〉 ∧ s = 1
π = 〈`2,m5〉
π = 〈`2,m7〉 ∧ 〈U1, U2〉 = 〈50, 50〉
therefore we can verifyU1 ≥ x1 ∧ U2 ≥ x3
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branch 2:

π = 〈`1,m0〉 ∧ c 6= 50 ∧ c ≥ 0 ∧ c ≤ 100
π = 〈`2,m0〉∧

|α2| = 1 ∧ α2[1] 6= 50 ∧ α2[1] ≥ 0 ∧ α2[1] ≤ 100
π = 〈`2,m1〉
π = 〈`2,m2〉 ∧ c1 6= 50 ∧ c1 ≥ 0 ∧ c1 ≤ 100 ∧ |α2| = 0
π = 〈`2,m3〉 ∧ c2 = 100− c1

call expandBranch : split to branch 4
let x2 be the utility we get back for player 2
we get back:0 ≤ x2 ≤ 49
add toxConstraints; xConstraints = U2 ≥ x2

π = 〈`2,m4〉 ∧
[

s = 1 ∧ c1 ≤ 49 ∧ c1 ≥ 0∨
s = 2 ∧ c1 ≥ 51 ∧ c1 ≤ 100

]
[

π = 〈`2,m5〉 ∧ s = 1 ∧ c1 ≤ 49 ∧ c1 ≥ 0∨
π = 〈`2,m6〉 ∧ s = 2 ∧ c1 ≥ 51 ∧ c1 ≤ 100

]
π = 〈`2,m7〉∧[
〈U1, U2〉 = 〈c1, c2〉 ∧ c1 ≤ 49 ∧ c1 ≥ 0∨
〈U1, U2〉 = 〈c2, c1〉 ∧ c1 ≥ 51 ∧ c1 ≤ 100

]
therefore0 ≤ U1 ≤ 49 and51 ≤ U2 ≤ 100
thisU1 value is passed back to branch 1 asx1

branch 3:

π = 〈`2,m4〉 ∧ s = 2 ∧ x4 = U [2]
π = 〈`2,m6〉
π = 〈`2,m7〉 ∧ 〈U1, U2〉 = 〈50, 50〉
thisU2 value is passed back to branch 1 asx3

branch 4:

π = 〈`2,m4〉 ∧
[

s = 2 ∧ c1 ≤ 49 ∧ c1 ≥ 0∨
s = 1 ∧ c1 ≥ 51 ∧ c1 ≤ 100

]
[

π = 〈`2,m5〉 ∧ s = 2 ∧ c1 ≤ 49 ∧ c1 ≥ 0∨
π = 〈`2,m6〉 ∧ s = 1 ∧ c1 ≥ 51 ∧ c1 ≤ 100

]
π = 〈`2,m7〉∧[
〈U1, U2〉 = 〈c2, c1〉 ∧ c1 ≤ 49 ∧ c1 ≥ 0∨
〈U1, U2〉 = 〈c1, c2〉 ∧ c1 ≥ 51 ∧ c1 ≤ 100

]
thisU1 value is passed back to branch 2 asx2

i.e. 0 ≤ x2 ≤ 49

Given the finalxi values above, we can verify thatxConstraints is true, and hence
the recommended strategies are an equilibrium.

6 Concluding Remarks

We have considered open multi-agent systems where agents are rational but have lim-
ited computer resources. The system is viewed as a game whose rules and equilibrium
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strategy profile are published in an extended SMPL program. The publication of this
information allows the game and equilibrium to become common knowledge amongst
the agents, and hence agents can work with previously unseen mechanisms. This is a
small step towards a machine-readable formalism that will standardise the game mech-
anism design and hence enable interoperability. We have presented a symbolic analysis
based on model checking and abstract interpretation to verify subgame perfect equilib-
ria for games with complete but imperfect information. The analysis is applied to a
simple Dutch auction where preferences are common knowledge to the agents.

There is much work remaining. The cake cutting example we have chosen above is
a type of resource allocation, where actions are chosen from a range of integer values.
Obviously, in more interesting resource allocation scenarios we must additionally deal
with incomplete information. Our prime intended application of this work in future is
in auctions. In an auction, agents’ preferences are private, so we need to be able to
check Bayesian equilibria where each agent has a probability distribution over other
agents’ preferences. We also wish to study games that are representable as Presburger
formulas to find out their verification complexity in practice. This may lead to a classi-
fication where for a given game and an equilibrium type, we recommend a verification
technique along with its justification.
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